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 Abstract—Online gambling is a serious problem in 

Indonesia due to its social and economic impact, worsened 

by ease of access and massive promotional strategies. From 

the past research, online gambling promotion in Indonesia 

has not been widely conducted. This study aims to implement 

the Llama 3.2 Large Language Model (LLM) based on the 

Hugging Face library to detect online gambling promotions 

and analyze its performance with and without optimization 

techniques. The Llama 3.2 model is fine-tuned using the 

Parameter-Efficient Fine-Tuning (PEFT) and Low-Rank 

Adaptation (LoRA) approaches. Model performance was 

evaluated using the confusion matrix and classification 

report, covering metrics like accuracy, precision, recall, and 

F1-score. The results showed that the model without an 

optimizer produced an accuracy of 0.89. With the application 

of the AdamW optimizer, accuracy increased to 0.92 with an 

improvement in the balance between precision and recall in 

both classes. This improvement in performance demonstrates 

the effectiveness of using optimizers in improving model 

training and generalization processes. Overall, this study 

shows that Llama 3.2 is capable of effectively detecting 

online gambling promotions and can serve as a foundation 

for the development of illegal content detection systems. 

 
Kata Kunci—Online Gambling; Llama 3.2; Hugging Face; 

Optimizer AdamW; Text Detection; PEFT; LoRA 

I. INTRODUCTION 

Online gambling has become a serious socio-economic 

problem in Indonesia due to easy digitally access and massive 

promotional strategies, especially targeting teenagers and 

students. Based on the 2023 PPATK report, the value of 

online gambling transactions reached Rp327 trillion with more 

than 2.3 million active users, including nearly one million 

students. This activity poses risks of addiction, debt, crime, 

 
 

and mental health disorders. 

Previous research has shown that the use of artificial 

intelligence (AI) can detect gambling content, such as the use 

of BERT or a combination of TF-IDF with Random Forest, 

which achieves accuracy up to 98% in Indonesian language 

text. The development of Large Language Models (LLMs) 

such as Llama 3.2 opens new opportunities due to their ability 

to process more complex natural language and their efficiency 

through PEFT and LoRA fine-tuning techniques. The support 

of the AdamW optimizer has also been proven to improve 

training stability and model generalization. 

This study focuses on the implementation of Llama 3.2, 

which is fine-tuned using Hugging Face to detect Indonesian-

language online gambling promotional texts, as well as 

evaluating the model's performance without an optimizer and 

with an optimizer. The results are expected to have 

implications for the development of automatic detection 

systems for negative content, particularly the promotion of 

online gambling. 

II. LITERATURE REVIEW 

A. Related Research 

Previous studies have demonstrated the significant 

potential of Large Language Models (LLMs) for detecting 

harmful content. Nguyen et al. [2] successfully used Llama2-

7B to detect sexual predators and abusive language with near 

perfect accuracy. Lv et al. [3] developed a LoRA-based T-

Llama for the Tibetan language with superior results in text 

classification. Oliveira et al. [4] demonstrated that Llama 3.1 

8B can effectively detect toxic text in Portuguese through 

prompt optimization. Zhao et al. [5] utilized Llama3-70B for 

multi-task learning, surpassing RoBERTa's performance in 

general classification. Repede and Brad [6] adapted Llama 3–

8B for multilingual hoax detection with better performance 

than baseline models. 

In addition, Smith et al. [7] applied BERT to detect signs 

of gambling problems on German-language online forums, 

while Perdana et al. [8] used a combination of TF-IDF and 

Random Forest to detect online gambling promotions in 

Indonesian with an accuracy up to 98%. 

From these various studies, it can be seen that although 
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LLMs have proven to be effective in various domains, specific 

research related to the detection of online gambling 

promotions in Indonesian using Llama 3.2 has not been widely 

conducted, thus becoming a research gap that this study aims 

to address. 

B. Online Gambling 

Online gambling is a form of internet-based gambling that 

can be accessed through digital devices such as computers or 

mobile phones. This activity poses risks of addiction, financial 

loss, and potential criminality [9], [10]. Based on Financial 

Transaction Reports and Analysis Center (PPATK) shows that 

online gambling transactions in Indonesia in 2023 reached 

more than Rp200 trillion, with more than 2 million active 

players, including teenagers and adults [11]. 

Online gambling has numerous types, such as poker, 

lottery, virtual casinos, slots, soccer betting, and digital 

competition-based games. Their popularity is increasing due 

to aggressive promotional strategies, including the use of 

public figures and influencers [12], advertising on social 

media [13], links to major sporting events [14], and bonus 

offers and referral programs [15]. 

These factors indicate that online gambling is not merely 

digital entertainment, but rather a socio-economic 

phenomenon that requires serious attention and technology-

based solutions. 

C. Large Language Models (LLM) 

Large Language Models (LLMs) are deep learning 

algorithms trained with large-scale data to understand, 

summarize, translate, and generate natural text. These models 

use a transformer architecture that enables the understanding 

of complex language patterns and have demonstrated superior 

performance in various Natural Language Processing (NLP) 

tasks such as translation, text generation, and question 

answering [16], [17]. 

The development of LLM since 2017 has been marked by 

the emergence of GPT, Llama, and their derivatives, which are 

capable of generating human-like language. LLM is now 

widely applied in various domains, including education, 

mental health, software engineering, and recommendation 

systems [18], [19]. Their advantages include language 

comprehension and generation capabilities, broad cross-

domain applicability, and reasoning and generalization 

abilities [20], [21]. 

However, LLMs also have limitations, including high 

computational costs, potential bias in data, limitations in 

handling factual knowledge, and ethical and privacy issues 

[22], [23], [24]. Therefore, despite their great potential, the use 

of LLMs requires a prudent approach to optimize their 

benefits without causing negative impacts. 

D. Model Llama3 

The Meta AI Large Language Model (Llama 3) is a series 

of open-source large language models developed by Meta, 

with native multilingual support, coding, reasoning, and tool 

usage. Llama 3 is available in various versions (Llama 3.1, 

3.2, 3.3) with parameter sizes ranging from 1B to 405B and 

has demonstrated competitive performance on par with 

leading models such as GPT-4 on various tasks [25]. 

The main advantage of Llama 3 is its open nature, which 

facilitates its use for professional and academic needs, 

including retraining and fine-tuning. This flexibility makes 

Llama 3 one of the most promising LLMs for the development 

of harmful content detection applications. 

E. Hugging Face 

Hugging Face is one of the major players in the 

development of artificial intelligence (AI) and Natural 

Language Processing (NLP) through the provision of open-

source libraries and tools. Its flagship product, the 

Transformers library, has revolutionized the application of 

modern language models in various fields such as healthcare, 

finance, customer service, and education [26]. 

Additionally, Hugging Face Hub (HFH) provides a 

platform for sharing and managing thousands of cross-domain 

pre-trained models, including language, computer vision, and 

audio. HFH supports global community collaboration and 

facilitates the use and modification of AI models. However, 

challenges related to documentation transparency, dataset bias, 

and licensing remain a concern [27], [28]. 

F. Optimizer 

In machine learning, optimizer is an algorithm that 

iteratively updates model weights to minimize the loss 

function. An optimizer has many functions that include 

establishing the learning rate; providing stability; increasing 

the speed of convergence; and improving the performance of 

the model on novel data. An optimizer is extremely important 

to establish the rate at which the algorithm will converge, 

maintain the stability of the training process, and enhance the 

ability of the model to generalize [29]. 

Many different optimization algorithms (optimizers) have 

been utilized for training Large Language Models (LLMs). 

These include but are not limited to, AdamW, LAMB, and 

various versions of Stochastic Gradient Descent (SGD). All of 

these optimization algorithms have unique advantages in 

regard to their memory usage and ability to generalize [30]. 

Out of all the aforementioned optimization algorithms, 

AdamW is typically viewed as being the best choice when 

performing "fine tuning" operations on large models like 

Llama 3. The reason being, AdamW is designed specifically to 

allow for separate updates to the weights of the model versus 

applying weight decay. Separating the two allows for 

improved training stability during the operation and ultimately 

results in the model having improved generalization 

capabilities [29]. 

G. Fine Tuning 

Fine-tuning refers to modifying an already trained model 

with a much smaller, yet more relevant new dataset, which 

will allow the model to better perform on a particular task. 

There are three types of fine-tuning: full fine-tuning, partial 

fine-tuning and PEFT (Parameter Efficient Fine-Tuning) [31], 

[32]. 

PEFT enables the fine-tuning of Large Language Models 

(LLMs) with fewer parameters, thus being more cost-effective 

in resource consumption and processing time [33]. Among 

various techniques, Low-Rank Adaptation (LoRA) has gained 
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popularity. It involves adding a limited number of additional 

parameters to each layer of the model. Using LoRA, Llama 

3.2 can be efficiently trained on relatively low-resource 

hardware, and yet maintain high accuracy for detecting 

specific items [34],[5]. 

III. PROPOSED METHODS 

The purpose of this study was to show how to fine-tune Llama 

3.2 1B using Low Rank Adaptation (LoRA), which allows users 

to train their models in a way that is less expensive than 

traditional methods of training. This type of training can be done 

on hardware with small amounts of RAM. The fine-tuning 

process was done using Hugging Face's Transformers library. 

The first step in this process was tokenizing the input text using 

Hugging Face's AutoTokenizer. After the input text was 

tokenized, it was split into three groups: train, validation, and 

testing. A method for masking keywords was developed so that 

the model would not simply rely on surface-level keywords to 

make its predictions. Instead, the model should be able to identify 

patterns from the context of the sentence. An example of this is if 

a user wants to find examples of someone saying they want to 

gamble, the user could mask the word "gamble" so that the model 

must look at the context of the sentence to determine if the user is 

referring to gambling. The model was optimized using the 

AdamW optimizer during training. The AdamW optimizer was 

chosen because it provides greater stability when optimizing 

model weights and also performs better when optimizing large-

scale models. When LoRA and the AdamW optimizer are 

combined, fine-tuning can occur with very little resource 

consumption and still produce high-quality results. Following the 

training phase, the model was tested using a Confusion Matrix 

along with other metrics including Accuracy, Precision, Recall, 

and F1 Score. Lastly, the model was saved in.zip format for use 

in an automated detection system. 

IV. EXPERIMENTAL RESULT 

A. Collecting Data 

The data used in the current research was collected through 

the Kaggle platform (an open-source data-sharing platform), 

where it had been uploaded by a Kaggle user named yaemico. 

It included comments regarding online gambling promotions. 

In the present study, I have focused on only two primary 

columns: "message" and "label." These two columns were 

selected as being the most applicable to the goal of identifying 

and labeling comments related to online gambling promotions. 

My selection of these columns follows the methodology 

employed in Perdana et al.'s [8] study, which identified online 

gambling promotions in Twitter Indonesia based solely on text 

content and classification labels. In addition, Rahul et al. [36] 

used the same approach when they created a text classification 

model utilizing only two main columns: "comment text" and 

"label," to differentiate between positive (1) and negative (0) 

labels. 

The first part of the modeling process involves 

transforming the raw data into a form that can be used within 

the model. Converting the data is done as a "pre-processing" 

step. During the pre-processing phase, the data is normalized 

and cleaned so it has similar properties to other datasets being 

processed. Also, during this phase four new variables are 

created. These include: (1) each comment’s original message 

content; (2) each comment’s text after "case_folding" (all 

characters have been converted to lower case); (3) each 

comment’s text after "cleaning_rafid" (all emoticons and 

special characters have been deleted); and (4) each comment’s 

tag category variable (this variable can contain either of two 

possible values; 0 indicates comments that do not pertain to 

online gambling promotions and 1 indicates comments that do 

pertain to online gambling promotions). At the end of the pre-

processing phase there were 6,348 records remaining in our 

dataset. 

The final group of attributes mentioned above will be 

removed from this study because either they do not relate 

directly to developing the classification algorithm, or they 

have already been processed (i.e., clean_rafid and label) and 

may be removed so that we may produce a reduced size of the 

original data set. If an attribute was not processed prior to 

removal, it too will be removed. The final data set used in the 

analysis will consist of only two main columns: "clean_rafid," 

which represents the processed comments; and the 

classification labels associated with those comments. 

B. Data Visualization 

Visualization and interpretation of results were performed to 

provide an overview of the dataset content, which was displayed 

using pie charts, bar charts, and histograms. In the pie chart 

shown in Fig.1, the distribution of positive and negative labeled 

posts is clearly visualized. Label 1 represents posts containing 

online gambling promotions, while label 0 indicates non-

gambling posts. The visualization results show that class 0 has a 

proportion of 49.8% and class 1 has a proportion of 50.2%. This 

very small difference confirms that the dataset is balanced, so 

that the trained model has a fair chance of predicting both 

classes. This balance also minimizes the risk of bias and allows 

evaluation of metrics such as accuracy, precision, recall, and F1-

score to be used more representatively without the need to apply 

additional balancing methods.   

 

 
Fig.1. Label Distribution Pie Chart 

The next visualization is a bar chart showing how often 

certain words and bigrams occur most frequently. Figures 2 

and 3 illustrate the frequencies of the words and bigrams used 

in posts labeled 1 (gambling). Results indicate that the most 

commonly occurring words include 100rb, di, wisdomtotofire, 

ketik, and freebet; whereas the most frequently occurring 

bigrams include ketik di, freebet 100rb, di googlewisdomtoto, 

and 100rb gratis. Also, some other new terms such as pas4d, 

bwtogel, and gacorr were identified as being used by online 
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gambling promoters, indicating different promotional 

methods. 

 

 
Fig.2. Bar Chart of Word Frequency – Label 1 

 
Fig.3. Bar Chart of Bigram Frequency – Label 1 

In contrast, Fig.4 and Fig.5 show bar charts of word and 

bigram frequencies in posts labeled 0 (non-gambling). 

Frequently appearing words include di, jogja, fireangka, 

terbalik, and bayarfire, while the dominant bigrams are 

fireangka terbalik, terbalik di, and di bayarfire. In addition, 

phrases with a celebratory tone also appear, such as ulang 

tahun, selamat ulang, and hbd jogja. This indicates that non-

gambling posts tend to be informative, personal, or related to 

socio-cultural contexts, which is very different from the 

pattern of gambling promotion. 

 

 
Fig.4. Bar Chart of Word Frequency – Label 0 

 
Fig.5. Bar Chart of Bigram Frequency, Labelled 0 

The final visualization in the form of a histogram in Fig.6 

shows the distribution of text length in number of words based 

on label categories. The results show that posts with label 1 

(gambling) are generally shorter, with the majority consisting 

of only three words, while posts with label 0 (non-gambling) 

are more varied, with the number of words reaching more than 

thirty. This pattern confirms that gambling promotions on 

social media tend to be concise and compact to quickly attract 

attention, while non-gambling posts have a diversity of 

structure and message content. This difference in text length 

distribution can be used as a predictive feature in the 

automatic detection process, as it provides a clear signal 

regarding the tendency of the post content. 

 

 
Fig.6. Histogram by Label 

C. Pre-Processing Data 

This study utilized three primary phases of data pre-

processing; case folding, cleaning, and filtering. The processes 

were completed with the use of the Kaggle dataset, through the 

Google Colab platform, with the assistance of several different 

Python libraries. The overall goal of the pre-processing phase 

was to create a consistent format for the text, clean up the text, 

increase the quality of the data, increase the accuracy of the 

models, and reduce potential biases or interferences created by 

irrelevant tokens. 

The initial step of case folding involves changing every letter 

within a string into its lowercase equivalent. The purpose of case 

folding is to make sure that the system doesn’t treat two different 

versions of the same word (e.g., “FREEBET” and “freebet”) 

differently because of capitalization. As shown in Table I, the 

result of case folding can be seen as having transformed the 

entire string into lowercase letters, thus creating consistency for 

further analysis. 
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TABLE I. Case Folding Resuts 

Before Case Folding After Case Folding 

Tribun Tv Mana Ini Kenapa 

Acaranya Belum Dimulai Ini 

Wayang Jogja Night Carnival 

tribun tv mana ini kenapa 

acaranya belum dimulai ini 

wayang jogja night carnival 

SLOT GACOR WISDOMTOTO slot gacor wisdomtoto 

FREEBET 100RB WISDOMTOTO freebet 100rb wisdomtoto 

The second phase of the process is "cleaning" where you 

remove unneeded items from the analysis. According to 

Mohammadi [37], if there are too many non-informative 

tokens in the analysis, like; emojis, excessive punctuation, 

usernames, double spacing, numbers used alone, or text-based 

emojis, then this could negatively affect how well the model 

works and how much it generalized. Therefore, during the 

"cleaning" phase you will want to get rid of all of these types 

of items from the text. Table II illustrates some of the 

differences in the data before and after cleaning. An example 

of a sentence that had an emoji: loudly_crying_face: was 

cleaned to eliminate that item. Also, any punctuation, 

usernames, isolated numbers, or double spaces were 

eliminated from the sentences to make them less complex and 

more focused on the primary topic. 

TABLE II. Cleaning Results 

Cleaning 

Steps 
Before Cleaning After Cleaning 

Deleting 

emoji 

aku boleh terbang ga sih? 

biar bisa liat: 

loudly_crying_face: 

loudly_crying_face: 

loudly_crying_face: 

aku boleh terbang 

ga sih biar bisa liat 

Deleting 

punctuation 

"Padahal tugu deket bgt sm 

rumah tp ga kebagian 

tempat, kayak tahun lalu." 

padahal tugu deket 

bgt sm rumah tp ga 

kebagian tempat 

kayak tahun lalu 

Deleting 

tag 

username 

@rita setiyaningsih sabar 
rita setiyaningsih 

sabar 

Deleting 

double 

space 

ga bisa nonton disana,  dilive 

aja:grinning_face_with_big_

eyes: 

ga bisa nonton 

disana dilive ajaa 

Deleting 

stand-alone 

numbers 

acara intinya nanti jam 19.00 

ya gaes ya 

acara intinya nanti 

jam ya gaes ya 

Deleting 

emoji text 

macet enggak mas? 

grinning_face_with_sweat: 
macet enggak mas 

The third step is called filtering. Filtering is the act of 

eliminating words that are of no value to the analysis, or what 

are referred to as stopwords. The stopword list being utilized 

comes from the stopwords.iso repository and includes some 

other words that were found to be less useful than others 

through word cloud frequency analyses. For example, "wah 

mantap banget tuh" after filtering would be "mantap", and 

"penonton sudah banyak yg tumbang min" would become 

"penonton tumbang", as indicated in Table III. 

 

TABLE III. Filtering Results 

Before Filtering After Filtering 

udah lewat menit ni Menit ni 

wah mantap banget tuh mantap 

penonton sudah banyak yg 

tumbang min 
penonton tumbang 

Additionally, the filtering results are visualized in the form 

of a word cloud as shown in Fig.7. This visualization 

illustrates the words that appear most frequently in the dataset, 

where the size of the words is directly proportional to their 

frequency. Based on the word cloud, words such as freebet, 

100rb, gratis, wisdomtotofire, googlewisdomtoto, and ketik 

appear as dominant words. These words reveal promotional or 

advertising patterns, particularly related to online gambling, 

for example through bonus offers (freebet, 100rb, gratis) and 

instructions to search for specific sites using the words google 

or ketik. Thus, the pre-processing stage not only produces 

cleaner data, but also provides initial indications of the 

language patterns frequently used in online gambling 

promotions. 

 
Fig.7. Word Cloud Based on Word Frequency 

D. Data Validation 

Dataset validation is carried out to ensure that the data used 

in the research is of sufficient quality to be applied in the 

modeling stage. The validation process includes several steps: 

determining whether the data aligns with the research 

objectives, ensuring that it does not contain irrelevant 

components, identifying potential redundancies, and 

evaluating if any relevant pieces of information may be 

absent. After these steps are completed, researchers can assess 

whether the dataset meets the requirements for use in 

modeling. 

A review of the structure of the dataset showed that it 

contained 6,348 records and each record contained two major 

variables: cleaning_rafid and label. Cleaning_rafid contains a 

processed version of the initial text in string format, while 

label is a numeric variable used to indicate the binary class of 

each record (0/1). Describing the samples simply using basic 

descriptive statistics showed that the classes were distributed 

almost equally throughout all samples, with a mean label 

value of 0.502; therefore, there would be less of a possibility 

of bias occurring during the training of the models. 

After the first cleaning phase, all of the texts were 

evaluated to identify and eliminate undesirable components 

such as emoticons/emojis, symbols, usernames, isolated 

numbers, emoji representations, and excess white space. Since 
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none of those components appeared in the evaluation of the 

texts, it can be concluded that the initial cleaning phase was 

effective in removing those components. Therefore, the data 

set has been prepared for the subsequent stage of processing. 

At the time of checking for redundancies in the 6,348 data 

entries, 3,818 entries were found to be duplicates. Although 

the presence of duplicate data in the context of online 

gambling promotional activities does not necessarily imply a 

fault in the system, it may reflect some of the operational 

procedures used by online gambling operators. Such 

operational procedures include, but are not limited to, sending 

out spam messages, utilizing automated systems to send 

messages, and conducting large-scale mailing campaigns. 

Research indicates that keeping duplicate data can increase the 

external validity of the sample group and therefore provide a 

basis for generalizing recurring patterns. As such, the 

decision-making process concerning whether to eliminate or 

retain duplicate data should be based upon the research goals. 

In the final stage of the validation process, we will 

determine if we have any missing values. Based on our 

analysis results, we did not find any missing values in the two 

main columns (cleaning_rafid) and (label). All rows had data, 

so there were no empty rows in either column. As such, the 

dataset is completely free from issues related to missing 

values. This means the validation process has shown that the 

dataset you wish to use is acceptable enough for you to start 

the modeling phase. 

E. Developing Detection Model  

The process of applying the Llama 3.2 1B-based Large 

Language Model (LLM) to detect online gambling 

promotional text was carried out through several systematic 

stages. The first stage was searching for relevant datasets, 

namely comment data containing online gambling 

promotional content. The datasets obtained then underwent a 

series of pre-processing steps to improve data quality, 

including case folding, cleaning, and filtering. After the pre-

processing process is complete, data validation is carried out 

to ensure that the dataset is clean, consistent, and ready for use 

in the modelling stage. 

During the modeling stage, the dataset is divided into three 

parts, namely the training set, validation set, and test set, with 

a distribution ratio of 70%, 20%, and 10%, respectively. The 

70% training data is used to build the model and learn the 

patterns in the data, so that the model has good generalization 

capabilities [40], [41]. The 20% validation data is used to 

adjust hyperparameters and minimize the risk of overfitting 

during the training process. This proportion is considered 

sufficient to evaluate the model's performance periodically 

without significantly reducing the amount of training data 

[42]. Meanwhile, 10% of the test data is used to evaluate the 

final performance of the model on completely new data, where 

this proportion is considered sufficient to measure the model's 

performance objectively [40], [41]. 

To improve modelling efficiency, optimization methods 

were used in the form of Parameter Efficient Fine-Tuning 

(PEFT), which aims to accelerate the training process, and 

Low-Rank Adaptation (LoRA), which can reduce device 

memory usage. In the final stage, the model is evaluated using 

metrics based on a confusion matrix and classification report 

that includes accuracy, precision, recall, and F1-score. These 

evaluation results are then used to assess the extent to which 

the model is able to effectively detect online gambling 

promotional text based on the context that has been learned. 

F. Modelling 

At the modeling step, we masked our dataset in order to 

avoid the overly strong influence of explicit terms that could 

lead to an excessive number of impulses being generated. 

According to studies conducted by Russell et al. [43], text 

messages and emails sent out by online casinos/gambling 

operators frequently include offers of bonuses, cashbacks, and 

free bets. These incentives greatly enhance the probability of a 

user engaging in gambling activities shortly after viewing the 

communication. Additionally, recent research conducted by 

Xu et al. [44] regarding the development of text-based illegal 

gambling website identification models has indicated that 

utilizing masking methods for explicit terms (e.g., “freebet,” 

“deposit,” “cuan”) enhances the ability of the model to 

comprehend the overall context of the text rather than solely 

focusing on individual words. Thus, the application of 

masking enhances the generalizability and performance of the 

model, particularly when applied to datasets having differing 

characteristics. Consequently, this investigation also employs 

masking for specific words contained within the dataset; 

including but not limited to “100rb,” “wisdomtotofire,” 

“googlewisdomtoto,” “freebet,” “slot,” “gacorfire,” “gratis,” 

“bayarfire,” “fireangka,” “ketik,” “bonus,” “deposit,” “cuan,” 

and “gacor.” 

After the masking process, the dataset that has gone 

through the pre-processing stage is divided into three subsets, 

namely the training set, validation set, and testing set. Next, 

the dataset is converted into Hugging Face Dataset format 

using the Dataset.from_pandas() function, after first resetting 

the index to avoid index inconsistencies during training. 

Tokenization is performed using AutoTokenizer from the 

Meta Llama 3.2 1B model with token padding settings 

matching the end-of-sequence token. The model used is 

AutoModelForSequenceClassification with the parameter 

num_labels=2, because this research problem is binary 

classification. Before the fine-tuning process, the model is 

prepared with the prepare_model_for_kbit_training() function 

to optimize memory and computation usage with low 

precision. 

The fine-tuning process was carried out by adopting the 

Parameter-Efficient Fine-Tuning (PEFT) concept using the 

Low-Rank Adaptation (LoRA) method. With this approach, 

only about 10% of the model parameters were trained, making 

training more efficient without sacrificing prediction 

performance [45]. The LoRA configuration in this study sets 

the rank to 16, lora_alpha to 32, and the target module on 

query projection and value projection. Dropout value of 0.05 

is applied as a form of regularization to prevent overfitting. 

Bias is not included in the adaptation process, and the task 

type is set as sequence classification. This configuration is 

chosen to balance resource efficiency requirements with the 

resulting prediction performance. 

Next, the trainer configuration is set using the Trainer API 

from Hugging Face. The main parameters used include a small 

batch size (2) for training and evaluation, gradient 
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accumulation steps of 8 to overcome memory limitations, and 

a total of 3 epochs with a learning rate of 1e-6 using a cosine 

scheduler. The warmup ratio is set to 0.1, while the evaluation 

and model saving processes are performed at each epoch. To 

ensure efficiency, the best model is automatically selected 

based on the accuracy metric, and the training results are 

saved with a maximum of only one model. In addition, 

calculations are performed using bfloat16 (bf16) precision for 

greater stability, with load_best_model_at_end enabled to 

ensure the best performance at the end of training. 

This study also tested the use of the AdamW optimizer, 

which is designed to improve training stability and accelerate 

convergence by applying decoupled weight decay. Recent 

research by Selvakumari and Durairaj [46] shows that 

AdamW provides higher accuracy and lower validation loss 

compared to other optimizers, especially in large-scale models 

such as Llama 3.2. In this configuration, AdamW was used 

with a learning rate of 1e-6 and weight decay of 0.01. 

 
Fig.8. Results of Modelling Without Optimizer 

The training results show Fig.8 that in the model without 

an optimizer, the training loss dropped significantly from 

around 2.9 to 1.9 in three epochs, while the validation loss 

remained stable at around 0.3. The validation accuracy 

increased from 89% to 91% consistently, indicating that the 

model was able to learn data patterns well without overfitting 

or underfitting. 

 
Fig.9. Results of Modelling with Optimizer 

On the other hand, the model with the AdamW optimizer 

was shown to be much better at learning than the previous 

model as can be seen in Fig. 9. Both models were able to learn 

from the data; however, the model with the AdamW optimizer 

was able to learn faster and more effectively than the other. 

The model with the AdamW optimizer had a training loss of 

4.90 initially and then dropped to 1.88 by the end of the first 

epoch. It also had a validation loss of 0.27 by the end of the 

first epoch. Additionally, the model with the AdamW 

optimizer had a validation accuracy that increased 

significantly faster than the other model. At the end of the 

second epoch the validation accuracy for the model with the 

AdamW optimizer reached 93% and then stabilized during the 

third epoch. These findings demonstrate that using AdamW 

will allow for greater learning efficiency while still providing 

similar generalization capabilities on validation data. 

Therefore, although both models were able to successfully 

identify the pattern within the data, the model with an 

optimizer provided more efficient and stable results. 

G. Evaluating Model Performance 

The evaluation of model performance on the test data is 

performed using two primary metrics: the Classification 

Report and the Confusion Matrix. The Classification Report 

metric measures the precision, recall, F1-score, and accuracy 

values for all classes [47]. On the other hand, the Confusion 

Matrix allows us to compare the predicted class with the true 

class, which enables us to understand the error types made by 

the classifier [48]. Therefore, these metrics are complementary 

when evaluating model performance. 

TABLE IV. Both Model Classification Report 

Model Label Precision Recall 
F1-

Score 
Accuracy 

Without 

optimizer 

Non-

Judi 
0.90 0.87 0.88 

0.89 

Judi 0.87 0.91 0.89 

With 

optimizer 

Non-

Judi 
0.89 0.94 0.92 

0.92 

Judi 0.94 0.89 0.92 

The testing was conducted using 635 test entries, comparing 

two approaches: a fine-tuned model without an optimizer and 

a fine-tuned model with an optimizer on Llama 3.2 variant 1B. 

The classification report evaluation results show that in the 

model without an optimizer, the non-gambling class has a 

precision value of 0.90, a recall of 0.87, and an F1-score of 

0.88. Meanwhile, the gambling class obtained a precision 

value of 0.87, a recall of 0.91, and an F1-score of 0.89, with an 

overall accuracy value of 0.89. These results show that the 

model is quite capable of classifying both classes well, 

although there are still several errors in distinguishing between 

non-gambling and gambling data. 

After applying the optimizer, the model's performance 

improved significantly. For the non-gambling class, precision 

decreased slightly to 0.89, but recall increased sharply to 0.94, 

resulting in an F1-score of 0.92. As for the gambling class, 

precision increased to 0.94 with a recall of 0.89, resulting in 

an F1-score of 0.92. Overall, the accuracy value increased to 

0.92. This improvement shows that the application of the 

optimizer made the model more balanced in detecting both 

classes, with a better balance between precision and recall. 

Analysis through the confusion matrix reinforces these 

findings. In the model without an optimizer, out of a total of 

635 test data, 274 non-gambling data were correctly classified, 

but there were still 42 non-gambling data that were 
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misclassified as gambling. For the gambling class, the model 

was able to classify 290 data correctly, but there were 29 data 

that were misclassified as non-gambling. This explains why, 

even though the accuracy value is quite high, the model still 

shows an imbalance in performance between the two classes, 

shown Fig.10. 

 
Fig.10. Confusion Matrix Result Without Optimizer 

Conversely, in the model with an optimizer, the 

classification results were more even. Of the total test data, 

298 non-gambling data were correctly recognized, while only 

18 data were misclassified as gambling. For the gambling 

class, 284 data were correctly predicted, while 35 data were 

misclassified as non-gambling. These results indicate an 

improvement in terms of prediction balance between classes. 

Although the recall value in the gambling class decreased 

slightly, the increase in precision and stability of the F1-score 

proves that the optimizer successfully helped the model learn 

more effectively, shown Fig.11. 

 
Fig.11 Confusion Matrix Result with Optimizer 

Overall, the evaluation results confirm that the application of 

the AdamW optimizer can significantly improve the 

performance of the Llama 3.2 1B variant model, both in terms 

of overall accuracy and prediction balance between classes. 

Models with optimizers are not only more accurate in 

classification, but also able to reduce bias towards one class, 

making them more reliable for use in detecting online 

gambling promotional text. 

H. Model Implementation 

After going through the modelling stages, the results of the 

online gambling promotion text predictions can be seen in full 

in Appendices 2 and 3 for the model without an optimizer, and 

in Appendices 4 and 5 for the model with an optimizer. One 

example of a prediction shows a significant difference. In the 

sentence “mesti asline macet pol”, the fine-tuned model 

without an optimizer predicts the text as ‘Gambling’, even 

though the original label is “non-gambling”, making the 

prediction incorrect. Conversely, the model with an optimizer 

can provide the correct prediction, namely “non-gambling”, in 

accordance with the original label. This difference confirms 

that the application of an optimizer can help the model 

produce more accurate classifications. 

The total number of predictions generated by both models is 

equal to the number of test data, which is 635 data. However, 

to test the generalization ability, testing was also carried out 

on data outside the dataset. This aims to see the extent to 

which the model is able to maintain performance on new data 

that has never been used in the training process. The test 

results show that models without optimizers still often fail to 

recognize text that clearly contains elements of online 

gambling promotion. For example, in the sentences “Latest 

hot slots 2025, 150% new member bonus and free spins every 

day” and “REGISTER FOR TODAY'S HOT SLOTS 100% 

NEW MEMBER BONUS”, the model without an optimizer 

gave the prediction “non-gambling”, when the original label 

was “Gambling”. This failure demonstrates that the model is 

incapable of identifying when there is an explicit promotion of 

gambling through the use of a pattern-based recognition 

algorithm. On the other hand, the model that has been properly 

trained/optimized was successful in identifying every sentence 

as pertaining to "Gambling". 

Both models were able to identify sentences that did not 

contain any references to gambling as "not gambling." For 

example, the sentence "Big discounts on online shopping on 

November 11th, free shipping across Indonesia," and the 

sentence "This sentence is like using AI; it matches with what 

he said." The major difference between the two models was 

that the model that used an optimization algorithm was more 

accurate at identifying promotional material related to 

gambling. 

The results from evaluating both the test dataset and the non-

test dataset show that using optimization techniques can 

significantly increase the effectiveness of models. Models that 

were developed with the use of optimization techniques had a 

much higher success rate in detecting gambling-related 

content, as well as being able to apply knowledge gained from 

one dataset to another. Therefore, by applying optimization 

techniques to models, they will be more capable of adapting to 

differences in language used in on-line gambling advertising 

materials; therefore, increasing the reliability of models used 

in automated detection systems. 

I. Comparation of Two Model 

As shown by the test results, using an optimizer in the model 

resulted in a higher level of performance than the model that 

did not use an optimizer. Performance improvements were 

observed on almost all metrics, for both non-gambling and 

gambling labels. On the non-gambling side, the precision 

dropped slightly (from.90 to.89), while the recall rose 

significantly (from.87 to.94). Consequently, the F1-score rose 

from.88 to.92. Thus, the use of the optimizer improved the 
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consistency with which the model recognized non-gambling 

data and enhanced its ability to reduce error in identifying that 

category. Meanwhile, for gambling labels, precision increased 

from 0.87 to 0.94, although recall decreased from 0.91 to 0.89. 

Despite a slight decrease in recall, the F1 score still increased 

from 0.89 to 0.92. Thus, the balance between precision and 

recall was maintained, enabling the model to provide more 

stable predictions for both classes. Overall, the model's 

accuracy increased from 0.89 to 0.92, indicating that the use of 

the optimizer not only improved precision but also improved 

the balance of evaluation between classes, shown Fig.12. 

 
Fig.12 Comparison Diagram of Classification Report Without 

Optimizer and With Optimizer 

The results of the evaluation using a confusion matrix 

further reinforce these findings. Models with optimizers 

produced more correct predictions than models without 

optimizers. This can be seen from the increase in the number 

of True Negatives from 274 to 298, which means that the 

model is better at accurately identifying non-gambling text. In 

addition, the number of errors in the False Positive category 

decreased significantly from 42 to 18, indicating a reduced 

tendency for the model to misclassify non-gambling text as 

gambling. However, there was a slight compromise in 

gambling class detection, where the number of True Positives 

decreased from 290 to 284 and False Negatives increased from 

29 to 35. Despite a slight decline in gambling content 

detection performance, consistent improvements in non-

gambling detection and a reduction in false positives made the 

model with the optimizer more balanced and reliable in the 

overall classification process, shown Fig.12. 

 
Fig.12. Comparison Diagram of Confusion Matrix Without 

Optimizer and With Optimizer 

In general, this comparison shows that the use of optimizers 

in the fine-tuning process is effective in improving model 

stability and quality. Optimizers not only help accelerate 

convergence but also strengthen the model's generalization 

capabilities for new data. Thus, optimized models are more 

suitable for use in real-world applications for detecting online 

gambling promotional text, as they can reduce classification 

errors and maintain a balance of performance between the two 

labels. 

V. CONCLUSION 

Based on the results of the research conducted, it can be 

concluded that the application of the Llama 3.2 variant 1B 

model successfully classified online gambling promotional 

content well. The dataset used came from Kaggle with a 

balanced distribution, namely 3187 posts labeled 1 (50.2%) as 

online gambling promotions and 3161 posts labeled 0 (49.8%) 

as non-promotions. The implementation of a fine-tuned model 

with the AdamW optimizer showed superior performance 

compared to models without optimizers. The test results 

showed an accuracy of 92%, with precision of 89%, recall of 

94%, and F1-score of 92% in class 0 (non-gambling), as well 

as precision of 94%, recall of 89%, and F1-score of 92% in 

class 1 (Gambling). During the training process, the train loss 

and validation loss values decreased consistently without any 

indication of overfitting or underfitting, indicating that the 

model was able to generalize well to the test data. 

This study has important implications for the development 

of automatic detection systems for negative content, 

particularly online gambling promotion. The fine-tuning 

process using the Hugging Face library on the Llama 3.2 

model proved effective in producing accurate predictions. 

Evaluation using a confusion matrix and classification report 

demonstrated that the model was able to accurately identify 

text patterns in both categories, namely, promotion of 

gambling and non-promotion. Therefore, this study is 

expected to contribute to the body of knowledge and practical 

application of LLM in classifying high-risk text and may serve 

as a resource for future research on identifying illegal content 

on social media and other digital channels. 

The results of the study indicate that although the model 

developed in this study performs well, there are several areas 

where additional work can be done. It is suggested that 

subsequent studies utilize additional types of LLM models 

including larger versions of Llama 3.2, and other models such 

as BERT, Gemma, Phi, or DeepSeek, in order to evaluate their 

performance relative to one another. Also, future studies will 

need to use a larger and more diverse dataset containing little 

to no duplicates in order to allow the model to gain insight 

into a wider range of online gambling promotion. Other 

options include testing alternative library platforms (other than 

Hugging Face) in order to determine if they enable the 

addition of more parameters to enhance the model's 

performance; especially when using high-performance 

computing resources. Lastly, integrating the model's output 

into actual applications (e.g., browser extensions or websites) 

designed to identify online gambling promotions would 

provide opportunities for users/respondents to assess the 

efficacy of the model in a real-world setting. 
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APPENDIX 

Attachment 1 Pre-Processing Dataset Results 
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Attachment 2 Results of Online Non-Gambling Label Prediction Without Optimizer  

 

 
 

Attachment 3 Results of Online Gambling Label Prediction Without Optimizer 

 

 
 

Attachment 4 Results of Online Non-Gambling Label Prediction with Optimizer 
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Attachment 5 Results of Online Gambling Label Prediction with Optimizer 

 

 

 

 

Attachment 6  Metrics Calculation Research Without Optimizer 

Metrics Calculation 

Precision 

PrecisionJudi  =
TP

TP + FP
  =

290

290+42
 =

290

332
= 0.87 

PrecisionNon-Judi  =
TN

TN + FN
 =

274

274+29
 =

274

303
= 0.90 

Recall 

RecallJudi  =
TP

TP + FN
=

290

290+29
 =

290

319
 = 0.91 

RecallNon-Judi  =
TN

TN + FP
=

274

274+42
 =

274

316
 = 0.87 

F1-Score 

F1-scoreJudi  = 2 x 
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 X 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +𝑅𝑒𝑐𝑎𝑙𝑙
= 2 x

0.87 𝑥 0.91

0.87+0.91
 = 2 x

0.7917

1.78
 = 0.89 

F1-scoreNon-Judi  = 2 x 
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 X 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +𝑅𝑒𝑐𝑎𝑙𝑙
= 2 x

0.90 𝑥 0.87

0.90+0.87
 = 2 x

0.783

1.77
 = 0.89 

Accuracy Accuracy  =
TP + TN

TP + TN + FP + FN
 =

290 + 274

290 + 274 + 42 + 29
 =

564

635
 = 0.89 

 

Attachment 7 Metrics Calculation Research with Optimizer 

Metrics Calculation 

Precision 

PrecisionJudi  =
TP

TP + FP
  =

284

284+18
 =

284

302
= 0.94 

PrecisionNon-Judi  =
TN

TN + FN
 =

298

298+35
 =

298

333
= 0.89 

Recall 
RecallJudi  =

TP

TP + FN
=

284

284+35
 =

284

319
 = 0.89 

RecallNon-Judi  =
TN

TN + FP
=

298

298+18
 =

298

316
 = 0.94 

F1-Score 
F1-scoreJudi  = 2 x 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 X 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +𝑅𝑒𝑐𝑎𝑙𝑙
= 2 x

0.94 𝑥 0.89

0.94+0.89
 = 2 x

0.8366

1.81
 = 0.92 

F1-scoreNon-Judi  = 2 x 
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 X 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +𝑅𝑒𝑐𝑎𝑙𝑙
= 2 x

0.89 𝑥 0.94

0.89+0.94
 = 2 x

0.8366

1.81
 = 0.92 

Accuracy Accuracy  =
TP + TN

TP + TN + FP + FN
 =

284 + 298

284 + 298 + 18 + 35
 =

582

635
 = 0.92 
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